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Credit default

Consider the problem of a bank trying to decide whether to grant a credit or
not.

If the credit is granted, the bank makes some money at the cost of assuming
the risk of default with certain probability.

Therefore, this probability of default is crucial for the bank (and also for the
banking supervisor).

Given certain information we can use basic probability to better understand the
risk assumed by the bank if the credit is granted.

Risk management is crucial for banks and supervisors, and probability is the key
tool for that purpose.
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Probability — Coin tossing

Suppose we toss a coin.

How likely is it that we get heads?

Is it possible to give a numerical answer to this question?

We can toss the coin many times, and report the results.

The empirical frequency of the draws will tend to a limit (0.5 in this case).

This limit is the probability of having heads.

Let’s do the experiment online:
http://www.shodor.org/interactivate/activities/Coin/
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Random variables

A random variable is a variable that takes values with some probability.

The simplest example is a variable that takes value one if heads is the outcome
of the coin tossing, and 0 if tails is the result.

Let us denote by X this random variable. Then:

X = 1 with probability 1/2.
X = 0 with probability 1/2.

X is called a Bernouilli random variable, with probability 1/2.

The same reasoning can be applied to the credit default example:

Imagine the probability of default is 0.10.
We can thus define a random variable Y as follows:

Y = 1 (if the firm defaults on the credit) with probability 0.10.
Y = 0 (if the firm does not default on the credit) with probability 0.90.
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Discrete random variables

A discrete random variable assumes a finite number of values.

In economics, discrete random variables are often outcomes of a decision such
as employment status or default on a credit.

Qualitative indicators are another example: we can code the answers to the
question “how satisfied are you with the quantitative methods course” from 5
(very satisfied) to 1 (not satisfied at all).

We will denote as P (x) the probability associated to the value x.

For example, for a Bernouilli distribution with probability 1/3:
P (1) = 1/3 and P (0) = 2/3.

This probability can be estimated from historical data.

Note that the probabilities sum to one.

All the information about a discrete random variable is contained in its
probability density function (pdf).
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Probability density function

The probability density function (pdf) of X summarizes the information
concerning the possible outcomes of X and the corresponding probabilities:

f(xj) = pj , j = 1, 2, ..., k.

with f(x) = 0 for any x not equal to xj for some j.

Given the pdf of any discrete random variable it is easy to compute the
probability of any event involving that random variable.

For instance, suppose that X is the number of free throws made by a
basketball player out of two attempts.

X can take on the three values {0, 1, 2}.
Assume that the pdf of X is given by:

f(0) = 0.20, f(1) = 0.44, f(2) = 0.36

Using this pdf, we can calculate the probability that the player makes at least
one free throw: P (X ≥ 1) = P (X = 1) + P (X = 2) = 0.44 + 0.36 = 0.80.
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The binomial distribution

Imagine a bank granting n different credits.

Now the random variable of interest is the total number of defaulted credits;
call this variable X.

Note that we defined the random variable Y as a Bernoulli (Y = 1 (if default)
with probability θ, Y = 0 (if no default) with probability 1− θ).

We now have n credits, so that X = Y1 + Y2 + ...+ Yn and X can be shown to
have a binomial distribution.

The probability that the total number of defaulted credits is k is given by:

P (X = k) =
(n

k
)
θk(1− θ)n−k, k = 1, 2, ..., n.

where
(n

k
)
= n!

k!(n−k)! , n! = n · (n− 1) · (n− 2) · ... · 1, and 0! = 1.

Given the probability of default of 10 percent (θ = 0.10), what is the
probability that for a bank with n = 100 credits all of them result in default?
and none of them? [di binomialp(n,k,θ)]

8 / 31



Continuous random variables (I)

A continuous random variable takes a large continuum number of values.

Continuous random variables are common in economics: wages, firm sales...

When the number of values that a random variable can take is large, it makes
little sense to compute the probability of each of those values because it tends
to zero as the number of potential values tend to infinity.

Instead, we use the probability density function (pdf) for continuous random
variables to compute the probability that X lies between the numbers a and b,
P (a ≤ X ≤ b).

This probability is the area under the pdf between a and b. Note that the
entire area under the pdf must always equal 1.
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Continuous random variables (II)

We can also consider the cumulative distribution function (cdf), which
represents the probability that X is lower than x:

F (x) ≡ P (X ≤ x)

For discrete random variables, this cdf is obtained by summing the pdf over all
values xj such that xj ≤ x.

For continuous random variables, it is the area under the pdf to the left of x.

F (x) is always between 0 and 1.

Moreover, if x1 < x2, then F (x1) ≤ F (x2).
Two properties of cdfs are:

For any number c, P (X > c) = 1− F (c).
For any numbers a < b, P (a < X ≤ b) = F (b)− F (a).

In the case of continuous random variables, it does not matter whether
inequalities are strict or not.
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The uniform distribution (pdf)

For the uniform distribution on (a,b), the pdf is a flat line:

f(x) =
1

b− a
for x ∈ [a, b]

f(x) = 0 otherwise
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The uniform distribution (cdf)

The cdf is given by:

F (x) = 0 if x < a

F (x) =
x− a
b− a

if a ≤ x < b

F (x) = 1 if x ≥ b
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Describing univariate distributions (I)
Central tendency and variability

Let X be a random variable, and x denote the values that X can take. The
mean or expectation of X is:

E(X) = µ =
∑
x

xP (x)

If X ∼ Bernouilli(θ), then E(X) = θ.

The median is an alternative measure of central tendency. It is the value that
leaves 50% of the observations on the left (right).

Two random variables with the same mean may still be very different.

The variance of X is:

V (X) = σ2 = E[(X − µ)2] = E(X2)− µ2

If X ∼ Bernouilli(θ), then V (X) = θ(1− θ).
The standard deviation is σ =

√
σ2.
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Central tendency
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Variability
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Describing univariate distributions (II)
Some properties of the mean and the variance

Properties of expected values:

For any constant c, E(c) = c.
For any constants a and b, E(aX + b) = aE(x) + b.
If a1, a2, ..., an are constants and X1, X2, ..., Xn are random variables, then:

E(a1X1 + a2X2 + ...+ anXn) = a1E(X1) + a2E(X2) + ...+ anE(Xn).

Properties of the variance:

V (X) = 0 if, and only if, there is a constant c, such that P (X = c) = 1, in which
case E(X) = c.
The variance of any constant is zero and if a random variable has zero variance,
then it is essentially constant.
For any constants a and b, V (aX + b) = a2V (X).
For any constants a and b, V (aX + bY ) = a2V (X) + b2V (Y ) + 2abCOV (X,Y ).
For any constants a and b, V (aX − bY ) = a2V (X) + b2V (Y )− 2abCOV (X,Y ).
Note that sd(aX + b) = |a|sd(X).
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Describing univariate distributions (III)
Higher order moments

We can use the so-called higher order moments to define other features of the
distribution of a random variable.

For example, the third moment is used to determine whether a distribution is
symmetric about its mean:

E(Z3) = E[(X − µ)]3/σ3 where Z = (X − µ)/σ

It is viewed as a measure of skewness in the distribution of X.

It is zero if the distribution is symmetric.

For instance, the normal distribution is symmetric so that E(Z3) = 0 if
Z ∼ N(0, 1).
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Skewness
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Describing univariate distributions (IV)
Histogram

To represent the probability distribution function of a continuous random
variable, it is often useful to draw an histogram.

We divide the data into a few (10, 20...) class intervals, and then compute the
frequency of those intervals.

The plot of the frequencies is the histogram.

Note that the number of class intervals must not be too small, or too large:

If too small, one looses accuracy in the description.
If too large, then each of the frequency is computed (estimated) using very few
observations, so the numbers obtained are not reliable.

See for instance the histogram of wages and logwages in the EES dataset.
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Histogram of wages in EES 2002 dataset.
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Histogram of log-wages in EES 2002 dataset.
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The normal distribution

The standard normal distribution has probability distribution function:

f(z) =
1√
2π
e−

1
2 z

2

The denominator ensures that the integral of f (i.e. total probability) equals 1.

The mean of the normal is zero, and the distribution is symmetric around zero
(it has zero skewness).

In addition, the standard deviation is one.

Unlike the uniform, the normal distribution is more concentrated around zero
than around other values, which means that values close to zero (the mean) are
more likely than others.

Note that if Z ∼ N(0, 1), then X = µ+ σZ is distributed as a N(µ, σ2).

Analogously, we can standardize any random variable to have zero mean an
unit variance:

Z =
X − µ
σ
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Histogram of a standard normal distribution
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Simulating data in the computer

The properties of a random variable can be understood by simulating them in
the computer.

We will toss 10,000 coins using STATA by using the command runiform()

that generates a uniform number between 0 and 1.

In particular we denote heads (Y = 1) if the uniform number is above 0.5.

What is the simulated probability of having heads?

We can also simulate observations drawn from a standard normal distribution
by using the command rnormal().

What is the mean and the variance of the simulated variable?
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Joint distribution

Let us consider the default variable Y taking value one if the firm default (with
probability 0.10) and zero otherwise (with probability 0.90).

Consider now another variable G taking value one if the firm is good, i.e., high
productivity (with probability 0.50) and zero if it is bad, i.e., low productivity
(with probability 0.50).

The joint distribution of both variables is given by:

Y = 0 Y = 1
G = 1 0.49 0.01 0.50
G = 0 0.41 0.09 0.50

0.90 0.10 1.00

This joint distribution tells us that P (Y = 0, G = 1) = 0.49 or
P (Y = 1, G = 1) = 0.01.

The marginal distribution of G tells us that P (G = 1) = 0.5 and
P (G = 0) = 0.5.
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Conditional distributions and independence

The law of total probability states that P (X,Z) = P (X|Z)P (Z).

Therefore: P (X|Z) = P (X,Z)
P (Z) .

We can compute the conditional distribution of default (Y ) conditional on
being a good firm (G = 1):

P (Y = 1|G = 1) = P (Y = 1, G = 1)/P (G = 1) = 0.01/0.50 = 0.02.
P (Y = 0|G = 1) = P (Y = 0, G = 1)/P (G = 1) = 0.49/0.50 = 0.98.

Note that:

P (Y = 1|G = 1) = 0.02 6= P (Y = 1) = 0.10.
P (Y = 0|G = 1) = 0.98 6= P (Y = 1) = 0.90

Therefore, we conclude that Y and G are not independent.

This is so because G contains useful information about Y .
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Conditional distributions and independence

Now, suppose that we toss two coins repeatedly.

We can record the frequencies of heads and tails in a two-by-two contingency
table. For example after 100,000 draws we obtain:

Y1 = 1 Y1 = 0
Y2 = 1 0.25 0.25 0.50
Y2 = 0 0.25 0.25 0.50

0.50 0.50 1.00

Note that:

P (Y1 = 1|Y2 = 1) = 0.25/0.50 = 0.50 = P (Y1 = 1) = 0.50.
P (Y1 = 0|Y2 = 1) = 0.25/0.50 = 0.50 = P (Y1 = 0) = 0.50

Now conditional and marginal probabilities are equal because the two variables
are independent.

The realizations of one of the variables contain no information about the other
variable.
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Describing multivariate distributions
Covariance

We know that firm default and firm productivity are not independent:

Y = 0 Y = 1
G = 1 0.49 0.01 0.50
G = 0 0.41 0.09 0.50

0.90 0.10 1.00

We would like to measure and summarize the strength of their relation.

A natural measure is the covariance:

COV (X,Y ) = σXY = E [(X − µX)(Y − µY )] = E(XY )− µXµY

Covariance indicates to which extent two variables are positively or negatively
related (to which extent they move together).
Some properties of the covariance:

If X and Y are independent, then COV (X,Y ) = 0.
For any constants, a1, b1, a2, and b2:
COV (a1X + b1, a2Y + b2) = a1a2COV (X,Y ).

Zero covariance between X and Y does not imply that X and Y are
independent because covariance measures linear dependence.
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Describing multivariate distributions
Correlation

The covariance depends on the units of measurement of the variables.

Another, more easily interpretable, measure of linear dependence is the
correlation:

Corr(X,Y ) =
COV (X,Y )

σ(X)σ(Y )

Note that covariance and correlation have the same sign.

However, the correlation is always comprised between −1 and 1, so it is easier
to interpret because it does not depend on the units of measurement:

For any constants, a1, b1, a2, and b2, with a1a2 > 0:

Corr(a1X + b1, a2Y + b2) = Corr(X,Y )

If a1a2 < 0: Corr(a1X + b1, a2Y + b2) = −Corr(X,Y )

Compute the correlation between firm default and firm productivity in the
example above.

What about the correlation in the case of tossing two coins repeatedly?
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Correlation in practice (I)
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Correlation in practice (II)
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